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About me
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Where | come from

Pamplona

Capital of Navarre, northern Spain. About 210,000 inhabitants,
founded as Pompaelo around 75 BC. Home of San Fermin, on
the Camino de Santiago

UPNA
Public University of Navarre, created in 1987. u pﬂa
About 10,000 students, six faculties and schools, ook bica e o)

campuses in Pamplona and Tudela

ARIN
Artificial Intelligence and Machine Learning a I
Research group, led by Mikel Galar. Constituted in sl meigence &

2024, 13 current members
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Why look at the data?

Facial expression recognition as a case study



B WHY LOOK AT THE DATA?

Models inherit what is in the data

training

world popuiatwn dataset j
/-" selecuon ‘ rnent train/test split —
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data eval
gen eramn ATION BIAS MENT BIAS B [ j data
HISTORI : -
BIAS _ — [
measurement
benchmarks
AGGREGATION i
i BIAS | model
o
AR output
Real world
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benchmarks

m Bias can enter at every stage
of the ML pipeline

m Model bias is well studied;
dataset bias much less

m Almost no studies on how
dataset bias transfers to the
model

Sources of harm in the ML pipeline: from the
world to the dataset (top), from the dataset
to the model (bottom). [1]

[1] H. Suresh, J. Guttag. A framework for understanding sources of harm throughout the machine learning life cycle. EAAMO 2021
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B WHY LOOK AT THE DATA?

Facial expression recognition as a case study

| m Applications: healthcare, assistive

fear happy neutral surprlse

robotics, driver monitoring, HCI

. ﬁ m Known age, race and gender biases in

_ research and commercial systems
r ﬂ -*ﬂ. m Shift from lab datasets to large in-the-

— ’ - — wild web datasets with no
a8

B EaArE. Naturally multiclass (7 emotions) and
1& E =4 multigroup (several races, ages, genders),
|

demographic metadata
unlike the usual binary-outcome, two-group
SRy O A g setting of fairness work on tabular data

[2] E. Barsoum et al. Training deep networks for facial expression recognition with crowd-sourced label distribution. ICMI 2016




B WHY LOOK AT THE DATA?

20 FER datasets, three sources

Dataset Year Source Images Videos Subjects Dataset Year Source Images Videos Subjects
JAFFE 1998 LAB 213 -—- 10 ADFES 2016 LAB -—- 648 22
KDEF 1998  LAB 4,900 -—- 70 FERPIlus 2016 ITW-I 32,298 -—- —=-
CK 2000 LAB 8,795 486 97 AffectNet 2017 ITW-I 291,652 -— -—
Oulu-CASIA 2008 LAB 66,000 ExpW 2017 = ITW-I 91,793 -— -—
CK+ 2010 LAB 10,727 RAF-DB 2017 ITW-I 29,672 -— -—
GEMEP 2010 LAE 2,817 CAER:S i 2009 TN 2 70,000 e
MUG 2010 LAB 70,654 LIRIS-CSE 2019 LAB 26,000 208 12
SFEWL:: i Q0T AT 766 e 330  MMAFEDB 2020 ITH-I 128000 ---
FER2013 2013 ITW-I 32,298 -—- -—- NHFIER 2020 ITW-I 5,558 -=- ===
WSEFEP 2014 LAB 210 -—- 30 iSAFE 2020 LAB --- 395 44

55 candidates - 20
datasets

Lab
ITW-I: Internet
ITW-M: movies

No demographic labels =
we infer them with
FairFace (3]

[3] K. Karkkainen, J. Joo. FairFace: face attribute dataset for balanced race, gender, and age for bias measurement and mitigation. WACV 2021

10



B WHY LOOK AT THE DATA?

Research questions

1 How do we describe and measure demographic bias in a dataset?
2 How do we compare datasets that have no demographic labels? [CHAPTER IT ]
3 How does each type of dataset bias transfer to the model? [CHAPTER I1IT]

4 How reliable are the demographic estimates we use to audit data, and can we

do better?

11
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Chapter | - Taxonomy and metrics

Dominguez-Catena, Paternain & Galar. IEEE TPAMI 2024



B CHAPTER I - TAXONOMY AND METRICS

Types of bias in image datasets

Selection bias Label bias Framing bias

Number of samples for each Labeling scheme and Image properties and context
group assignment

EXAMPLE | EXAMPLE

20,000 images of white people and EXAMPLE Lower image quality in images from
20 of Black people . Not labeling children as “person” certain countries

We focus on selection bias: the easiest to measure and quantify, and not limited to image
datasets. 4

[4] S. Fabbrizzi et al. A survey on bias in visual datasets. Computer Vision and Image Understanding 2022

13



B CHAPTER I - TAXONOMY AND METRICS

Representational vs. stereotypical bias
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Apparent race distribution in FER+ - ' ' ' '
Global group proportions: mostly white Apparent per-label gender distribution in FER+
Group-label association: more women “happy” and “fear”,

more men “angry”

| The same dataset can look bad on one axis and fine on the other.

14



B CHAPTER I - TAXONOMY AND METRICS

A taxonomy of dataset demographic bias

Representational - group proportions

SE'QCtIOn | RICHNESS || EVENNESS || DOMINANCE || COMBINED |
bias
>

dataset

o Stereotypical - group-label association

[ GLOBAL: ONE VALUE PER DATASET||LOCAL: ONE VALUE PER GROUP AND LABEL |

m We reviewed 17 metrics from ecology, information theory and statistics
m Too many for practitioners: next, which ones are redundant?

15



B CHAPTER I - TAXONOMY AND METRICS

Which metrics agree?

Agreement, mean of the components

0.033-0.072uR:v4 ‘ WAre 036 046 046 -R

0.25 - IR"?

1—NSD

SEI

ENS

(RY@ 0.17

Ryl 0.17

036 0.24 [} 1-BP
046 0.25 1/D
0.46 0.25 1-D

o I
x

Representational metrics

Agreement, mean of the components

bc

Stereotypical

0.97

metrics

NMI

UR  ¢c

C NMI T

U

m Measured all metrics on 20
FER datasets (age, race,
gender via FairFace)

m Rank correlation - many
metrics are redundant

m Recommended set: ENS
(combined), SEI
(evenness), BP
(dominance), Cramér's V
(global stereotypical),
Ducher’s Z (local)

16



B CHAPTER I - TAXONOMY AND METRICS

What the metrics say about FER datasets

)
<

Race

Gender

La

Lab: little representational diversity, but

low stereotypes

5 "
o

v g 8 E ] + E & g UE go = é) g‘}

= B 2 3 ¢ 5 v £ & 5 5 2 5 05 2
9—ENS 7.164 4395 7644 6376 7.351 7.275 7.298 7404 7.100 7.732 8.000 | 7.06740.932 | J—ENS 4.561  6.541 | 5.551 £ 0.990
w0 1—SEl 0.124  0.051 0.561 0.304 0.279 0.607 0.516 0.574 0.416 0.657 — 0.409 =+ 0.200 1—SEl 0.283 0.590 0.437 4+ 0.154
dc 0.053  0.165% 0.000  0.021 0.002  0.125° 0.137° 0.000 0.117° 0.134° — 0.075 4+ 0.063 ¢c 0.115°  0.052° | 0.084 £0.031
7—ENS 4880 6.000 4.522 4.806 6.000 4.141 4.488 6.000 5.581 5.096 5.320 | 5.168 £ 0.634 '—ENS 5.151  4.990 | 5.070 & 0.080
1—SEl 0.320 - 0.174  0.285 - 0.460  0.486 - 0.682 0414 0.252 | 0.384+0.151 1—SEl 0.684 0.641 0.663 + 0.021
oc 0.035  — 0.000 0.038 — 0.073°  0.096° — 0.197°  0.256% 0.039 | 0.092 £0.083 ¢c 0.076° 0.040 | 0.058 £0.018
2—ENS 0.014  0.001 0.074 0.233  0.098  0.055 0.039 0.000 0.012 0.001 1.000 | 0.139 +0.280 ! —ENS 0.019 0.129 0.074 4 0.055
1-SElI 0.010 0.000 0.054 0.179 0.073 0.040 0.029 0.000 0.009  0.001 - 0.039 & 0.052 1—SElI 0.013 0.096 0.055 £+ 0.041
oc 0.054  0.093 0.000 0.026 0.002 0.023 0.053 0.000 0.108° 0.313% — 0.067 + 0.090 ¢c 0.261°  0.138° | 0.199 & 0.062

More bias — More bias

b datasets ITW-M

2 =
[3e]

: ¢ § 08 ; 5 Bt

& s & < i i z E
9—ENS 3.017 3.144 3258 3.149 3407 3414 3.954 | 3.334+0.286
:?:)0 1—-SEl 0.18 0.196 0.205 0.196 0.216 0.217 0263 | 0.211 +0.024
oc 0.072°  0.070° 0.144% 0.095° 0.105° 0.104° 0.138"| 0.104 £0.027
7—ENS 3.334 3445 3.317 3.848 4.011 4.014 4.100 | 3.724 £ 0.321
;g 1-SEl 0.332  0.348 0.330 0.410 0437 0.438 0.453 | 0.393 £ 0.050
¢c 0.041  0.058° 0.058° 0.041  0.068° 0.086° 0.087° | 0.063 +0.018
_ 2—ENS 0.013 0.010 0.008  0.000 0.000 0.000  0.006 | 0.005 = 0.005
-%) 1—SElI 0.009 0.007 0.006 0.000 0.000 0.000  0.004 | 0.004 £ 0.004
® ¢c 0.157° 0.167° 0.131° 0.195° 0.171° 0.178° 0.172° | 0.167 £0.018

More bias

ITW-I

Internet: more diverse, but more gender

stereotypical bias
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9—ENS 7.164 7.067 +0.932 —ENS 4.561  6.541 | 5.55140.990 9—ENS 3.017 3.334 £0.286
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What the metrics say about FER datasets

- TAXONOMY AND METRICS
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B CHAPTER I

TAXONOMY AND METRICS

Local stereotypical bias

fs -
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fear -
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Affectnet

Female
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-0125

-0.090
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0.099
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0.090
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—04
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happy
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-0141

0.057

0.024

Male

-0.087
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-0.225
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FER+

Ducher’s Z between emotion and gender in four ITW-I datasets [s].

disgust
0.6
04
fear
0.2
0.0 happy
—-0.2
It
) neutral
—0.6
sad
surprise

Female

-0.049

-0179

0.210

-0.052

0.001

0.067

Male

0.049

0179

-0.210

0.052

-0.001

-0.067

NHFIER

Blue: overrepresented,

0.6

04

0.2

0.0

-02

—04

—-0.6

disgust

fear

happy

neutral

sad

surprise

Female

0.041

0.053

0125

-0.085

0.028

-0.090

Male

-0.041

-0.053

-0125

0.085

-0.028

0.090

Raf-DB

red: underrepresented

| Across datasets: more men labeled "angry”, more women labeled "happy”

[5] 1. Dominguez-Catena, D. Paternain, M. Galar. Metrics for dataset demographic bias: a case study on facial expression recognition. IEEE TPAMI 2024
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—0.2
—04

—0.6
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B CHAPTER I - TAXONOMY AND METRICS

Local stereotypical bias

Female
Male
- Female
- Male
- Female
- Male
- Female
- Male

angry - angry - -0.278 0.278 angry - =0.293 0.293 angry - =0364 0.364

disgust - -0.099  0.099 disgust - 0.087  -0.087 disgust - -0.049  0.049 disgust - 0.041 -0.041
0.6 0.6 0.6 0.6
fear - -0.030 0.030 O fear - 0196 -0196 C8 fear - -0179 0179 04 fear - 0.053 -0.053 O
02 02 0.2 02
happy - 0183  -0183 0.0 happy - 0225 -0225 0.0 happy - 0210  -0210 0.0 happy - 0125  -0125 0.0
=02 —-0.2 =02 —0.2
- -0104 0104 - -0141 & = =y I = o I
neutral 04 neutral 0141 04 neutral 0.052 0.052 —04 neutral 0.085  0.085 —o04
—0.6 —0.6 —-0.6 —0:6
sad - -0125 0125 sad - 0.057 -0.057 sad - 0.001 -0.001 sad - 0.028  -0.028
surprise - -0.090  0.090 surprise - 0.024  -0.024 surprise - 0.067 -0.067 surprise - -0.090  0.090

Affectnet FER+ NHFIER Raf-DB

Ducher’s Z between emotion and gender in four ITW-I datasets [51. Blue: overrepresented, red: underrepresented

Across datasets: more men labeled "angry”, more women labeled "happy”

[5] 1. Dominguez-Catena, D. Paternain, M. Galar. Metrics for dataset demographic bias: a case study on facial expression recognition. IEEE TPAMI 2024




B CHAPTER I - TAXONOMY AND METRICS

Output: TPAMI paper and library

Metrics for Dataset Demographic Bias: A Case

m Metrics for Dataset Demographic Study on Facial Expression Recognition |
Bias: A Case Study on Facial
Expression Recognition
Dominguez-Catena, Paternain, Galar.
IEEE TPAMI 2024 [5]

m Open-source library, installable with
pip install dataset-bias-metrics

+

1 INTRODUCTION

[5] I. Dominguez-Catena, D. Paternain, M. Galar. Metrics for dataset demographic bias: a case study on facial expression recognition. I[EEE TPAMI 2024
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Chapter |l - DSAP

Demographic Similarity from Auxiliary Profiling - Information Fusion 2024



B CHAPTER II - DSAP

Metrics are hard to interpret

m What does ENS = 3.4 mean? Ranges differ across attributes
m Most ITW datasets have no demographic labels at all

m Often the real question is relative: “is my test set like my training set?”, “which datasets
look alike?"

| ldea: compare demographic profiles instead of single numbers

24



B CHAPTER II DSAP

DSAP: Demographic Similarity from Auxiliary Profiling

DSAP: Demographic Similarity from Auxiliary Profiling

Step 1: Demographic profiling

Step 2: Demographic similarity

o

Dataset

Auxiliary model

G

020 0.10 0.08 0.06 005 0.05 0.03 0.01

20-20 3039 40-49 50-59 03-09 00-02 10-19 60-69 70+

Female Male

./ Demographic axis

profile

8 m 0.09 007 0.07 0.06 0.02 001 Demographic 01
s 3 i Similarity (DS) (041
Demography E
classifier
Demographic profile Refere:;ii gfg;lols raphic
(multiple demographic axes)
What to use DSAP for
. . 2. Bias measurement . X
1. Demographic dataset comparison (representational, evenness, and stereotypical) ~ 3- Demographic dataset shift
Amount of
A AmountAof ) demographic
Demographic demographic bias dataset shift
dataset
similarity DSAP/DSg = [01] DSAP/DS —>» [01]
Dataset 1 DSAP/DS ——>»[0,1] Dataset 1 DSAP/DSg +—>» [0,1] Train partition
DSAP/DSg > [0,1]
Dataset 2 Generated ideal Test / deployment

population

partition

[3] K. Karkkainen, J. Joo. FairFace: face attribute dataset for balanced race, gender, and age for bias measurement and mitigation. WACV 2021

DSAP: analyzing bias through demographic comparison of datasets. Information Fusion 2024

1. Profile: run FairFace on
every image - joint
age-race-gender distribution
2. Compare: similarity
between profiles

Three uses: dataset
comparison, bias against an
ideal profile, dataset shift [4]

[6] I. Dominguez-Catena, D. Paternain, M. Galar.



B CHAPTER II DSAP

Clustering 20 FER datasets

o999 oo oo o e
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S oo
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2 £ § B B < @& % S ES
3 % @a & < s E o
DSAP similarity between datasets (age, race and gender jointly)

Datasets cluster by source, not by
size or year

Many ITW datasets are
demographically near-identical
DSAP bias scores correlate with
classical metrics, but are
interpretable
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B CHAPTER II - DSAP

Dataset shift between train and test

m Some official train/test partitions differ 107

o
=N
1

m Paper: Information Fusion 2024

similarity

I
N
1

m Code: github.com/irisdomingquez/DSAP

0.2

demographically 05 -
m DSAP detects it without demographic labels [¢] ||

m
[a)
[
[
<
>
=

AFFECTNET J &

dataset

combination
gender
age

Similarity between train and test partitions

[6] 1. Dominguez-Catena, D. Paternain, M. Galar. DSAP: analyzing bias through demographic comparison of datasets. Information Fusion 2024
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https://www.sciencedirect.com/science/article/pii/S1566253524005384
https://github.com/irisdominguez/DSAP
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Chapter lll - Bias transference

Progress in AI 2024 - IEEE Trans. Affective Computing 2026 (with Ghent)



B CHAPTER III - BIAS TRANSFERENCE

Does each bias type transfer differently?

Affectnet
dataset

a
N

Induce controlled gender bias on AffectNet, train ResNet50 / ViT, measure recall géps

" Biased datasets

i (representationally
i orstereotypically) :

Balanced train
(gender-bias free)

| Trainmodel :

| Train model :

1 Train model .

Test model

Model R 2T Propagated bias
(f = 0.0) ! —»ﬂﬂﬂ (f = 0.0)

Test model

Model 2T Propagated bias
(f=0.5) : _lﬂﬂﬂf_* 5)

Test model

Model 2T Propagated bias
(f = 1.0) —T_ZZDDH——* (f = 1.0)

Representational: fewer women overall

Stereotypical: fewer women in one

emotion class
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B CHAPTER III - BIAS TRANSFERENCE

Less can be more

Representational
0.8
0.6
0.4
£ 02
Z oo _, """ - S
S -0z
—0.4 — mean — angry
== happy ==+ surprise
—0.6 <= nentral —- fear
== sal disgust
—(.8

00 01 02 03 04 05 06 07 08 09 1.0

Recall difference (female minus male) as bias is

[7] 1. Dominguez-Catena et al. Less can be more: representational vs. stereotypical gender bias in facial expression recognition. Progress in Al 2024

0.0

-0.2

Recall difference

—0.4
—1.i f

—0.8
0.0

induced

Stereotypical (happy)

0.1

0.2

0.3

0.4

(1.5

mean

= happy

= neutral

0.6

sad

0.7

0.8

= angry

= Hl'l]']]l'.l:\'ll."

== foar

disgust

0.5

1.0

Representational
bias: weak effect
on the model

Stereotypical
bias: strong, and
localized to the
biased class
Removing data to
break
stereotypes can
help more than
adding data [7]
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B CHAPTER III -

BIAS TRANSFERENCE

Measuring transference at scale

Original
dataset

Biased datasets

Trained models '

E : i ! Test model
E E i Train model H
1 //_—-\\ H . =l N
P ; —g
E Unbiss B Test model
E i i Train model
: : ; —_— —
; ! | 5
; : Balanced train . . r—
: : : Train model !
i H — 1 —>
; ! —
1 Train g
: 8‘5 : g ) Test model
E | | Train model
; \ = L= —>
; ! —
; Test : @
Demographic
information Dataset bias Model bias
metrics metrics
Demography : Dataset — model
classifier bias metrics

correlation

Measured
dataset bias

Measured
model bias !

Systematic bias scenarios:
multiclass (7 emotions) and
multigroup (race, gender) [8]
Continuous bias factor f €

[_17 1]

Adapted multiclass, multigroup
model bias metrics (TTEqOdds,
CEqOdds, ...)

[8] I. Dominguez-Catena et al. Biased heritage: how datasets shape models in facial expression recognition. IEEE Trans. Affective Computing 2026




B CHAPTER III -

BIAS TRANSFERENCE

Which model metric sees which dataset bias?

|A] —ENS - (.19

1-DSg - 0.012

1—SEI - -0.088

1-DSg - -0.032

Cramer’s V - 0.078

1-DSs - 0.21

Error -

Spearman rank correlation between dataset bias (rows) and model bia metrics

0.11

-0.06

-0.12

-0.059

0.21

0.32

TTEqOdds -

0.095

-0.07

-0.12

-0.065

0.25

CEqOdds -

0.11

-0.061

-0.11

-0.051

EqOpp -

0.049

-0.093

-0.11

-0.061

0.37

a,
&
j

a

0.054  0.035 0.01

1.00
-0.098  -0.11 -0.12 0.75
0.50

-0.16  -0.12  -0.12 -0.25
- 0.00
-0.11  -0.065  -0.08 - —0.25

—0.50
0.25 —0.75
—1.00

0.34

OD -

> =
= a
O n

Stereotypical dataset bias <
strongly visible in equalized-
odds metrics
Representational bias
probably has a smaller
impact on the model

But if there is any, current
model bias metrics do not
pick it up [8]

[8] 1. Dominguez-Catena et al. Biased heritage: how datasets shape models in facial expression recognition. IEEE Trans. Affective Computing 2026
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Which model metric sees which dataset bias?

|A] —ENS - (.19

1-DSg - 0.012

1— SEI - -0.088

1—-DSg - -0.032

Cramer’s V - 0.078

1-DSs - 0.21

Error -

Spearman rank correlation between dataset bias (rows) and model bias metrics

0.11

-0.06

-0.12

-0.059

0.21

0.32

TTEqOdds -

0.095

-0.07

-0.12

-0.065

0.25

CEqOdds -

EqOpp -
DemPar -

0.054

-0.098

-0.16

-0.11

0.34

OD -

CEV -

0.01

-0.12

-0.12

-0.08

SDE -

m Stereotypical dataset bias <

strongly visible in equalized-
odds metrics
Representational bias
probably has a smaller
impact on the model

But if there is any, current
model bias metrics do not
pick it up [8]

[8] I. Dominguez-Catena et al. Biased heritage: how datasets shape models in facial expression recognition. IEEE Trans. Affective Computing 2026
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BIAS TRANSFERENCE

Which model metric sees which dataset bias?

|A|—ENS - .19

1-DSg - 0.012

1— SEI - -0.088

1-DSg - -0.032

Cramer’s V - 0.078

1-DSs - 0.21

Error -

Spearman rank correlation between dataset bias (rows) and model bia metrics

0.11 0.095 0.11

-0.06  -0.07 -0.061

-0.12  -0.12  -0.11

-0.059 -0.065 -0.051

0.21 0.25 0.2

0.32 0.36 0.3

TTEqOdds -
CEqOdds -
EqOpp -

0.049

-0.093

-0.11

-0.061

0.37

3
A,
g
j
a

0.054 0.035 0.01
1.00
-0.098  -0.11 -0.12 I 0.75
0.50
-0.16 -0.12 -0.12 - 0.25
- 0.00
-0.11  -0.065 -0.08 - —0.25
—0.50
0.25 ~0.75
—1.00

0.34

OD -

> =
= a
O n

Stereotypical dataset bias <
strongly visible in equalized-
odds metrics
Representational bias
probably has a smaller
impact on the model

But if there is any, current
model bias metrics do not
pick it up [8]

[8] 1. Dominguez-Catena et al. Biased heritage: how datasets shape models in facial expression recognition. IEEE Trans. Affective Computing 2026
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B CHAPTER III - BIAS TRANSFERENCE

Output: two papers

Less can be more: representational vs. stereotypical

gender bias in facial expression recognition
|. Dominguez-Catena, D. Paternain, A. Jurio, M. Galar
Progress in Artificial Intelligence, 2024

Jun 2024

doi.org/10.1007/s13748-024-00345-w

106.17405v1 [cs.CV] 25

mene e panof s rom Dases 0 Moses——— Bjased Heritage: how datasets shape models in facial

expression recognition
I. Dominguez-Catena, D. Paternain, M. Galar, M. B. Defrance, M. Buyl, T. De
Bie
IEEE Transactions on Affective Computing, 2026

doi.org/10.1109/TAFFC.2026.3693403
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B CHAPTER III - BIAS TRANSFERENCE

Thesis takeaways

Dataset bias has (at least) two faces, and they behave differently

We can measure both, even without demographic labels

Stereotypical bias is the one that hurts models most (at least in FER)

| But all of it relies on an auxiliary demographic model. How good is it?
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Better profiling through quantification

With P. Gonzalez, J. J. del Coz, D. Paternain and M. Galar



B BETTER PROFILING THROUGH QUANTIFICATION

FairFace: the dataset and the model

The dataset

100 4
90 A
80 A

70 A
60 A
50 A

Ratio

mmm White
40 4 W Black
30 1 B |atino
Bl East Asian
20 1 mEE SE Asian

10 mmE Indian
Middle Eastern

04
LFWA+ CelebA COCO IMDB- VGG2 DiF UTK FairFace
WIKI

Racial composition of face datasets [3] !

m 108,501 face images from YFCC-100M
(Flickr)

m Built to be balanced across race groups

m Perceived race, gender and age from
external annotators

The trained model
m CNN trained on that dataset, used as our

frozen auxiliary model
Predicts per face
White, Black, Latino/Hispanic,

East Asian, Southeast Asian, Indian,
Middle Eastern

cenner - 2| Male, female

0-2, 3-9, 10-19, ..., 60-69, 70+

m Outputs probabilities, which is what
quantification works on

[3] K. Karkkainen, J. Joo. FairFace: face attribute dataset for balanced race, gender, and age for bias measurement and mitigation. WACV 2021
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B BETTER PROFILING THROUGH QUANTIFICATION

The weak link: auxiliary demographic models

m Audits of large datasets rely on classifiers like FairFace

m Ethical caveat: binary gender, 7 census-style race groups, perceived attributes
m Fine per image, but we care about the aggregate profile

m Under distribution shift, classify-and-count is biased toward the training prior

Training data Target dataset Estimated profile

classﬁy & count

111 I  —_—

balanced groups skewed (true profile) pulled toward balance
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B BETTER PROFILING THROUGH QUANTIFICATION

The intuition: correcting a 90/10 count

Its confusion matrix (balanced)

What the classifier says Corrected estimate
pred. A pred. B
G tueA|  97.5% 2.5% A 0D, E
true B 2.5% 97.5%
B10% B8%

same error rate for both groups

There are 9x more A faces to get
wrong, so about 90% of the mistakes
are A->B and only 10% are B->A.

m The B count is inflated by A faces mislabeled as B - the real share of B is smaller, = 92/8
m Quantification does this systematically, from the classifier's confusion or posteriors

Toy numbers: true 92/8, error rate 2.5% per group -> observed & 90/10.
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B BETTER PROFILING THROUGH QUANTIFICATION

Quantification in one slide

m Goal: estimate class prevalences 7, in a bag, not individual labels
m EMQ [91: EM on the posteriors, re-estimating priors

m KDEy [10]: match KDE of posteriors, robust without calibration

m Then push the corrected priors back to each sample:

A

My

Ptr(y) Pty (y|$)

ﬁtest (y|£13) X

[9] M. Saerens, P. Latinne, C. Decaestecker. Adjusting the outputs of a classifier to new a priori probabilities. Neural Computation 2002 [10] A. Moreo, P. Gonzélez, J. J. del Coz. Kernel density
estimation for multiclass quantification. Machine Learning 2025
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B BETTER PROFILING THROUGH QUANTIFICATION

Setup

Calibration set > Platt scaling N Quantifier > Prior correction
labeled demographics fix the posteriors [11] EMQ or KDEy Bayes reweighting

The classifier (FairFace) stays frozen. The correction is fitted once and applied to each target dataset.

Data Three calibration scenarios

Six face datasets: FairFace, RAF-DB, On FairFace - on RAF-DB - on a labeled
ADFES, KDEF, FACES, CAFE 60% of the target

Gender (binary), race (nominal), age Artificial bags sweep one group's
(ordinal) prevalence from O to 1

[11] J. Platt. Probabilities for SV machines. Advances in Large-Margin Classifiers 2000
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B BETTER PROFILING THROUGH QUANTIFICATION

Per-sample accuracy vs.

1.0

0.8

0.6

Accuracy

0.4

0.2

0.0

0.0

RAF-DB (race)

Uncalibrated
Calibrated
EM-Calibrated
EM-Uncalibrated

- KDEy-Uncalibrated
- KDEy-Calibrated

0.2 0.4 0.6 0.8
Caucasian Fraction in Bag

RAF-DB, race (calibrated on RAF-DB)

-~ 1.0

0.8

0.6

Accuracy

0.4
0.2

0.0
1.0

' FACES,

bag composition

FACES (age)

. e 1 L :
e
LA oy e
43\ et I"F“ﬁ.
gt . f
Ny —s— Uncalibrated

o —a— Calibrated
---- EM-Calibrated
-~ EM-Uncalibrated
~+- KDEy-Uncalibrated
s KDEy-Calibrated

0.0 0.2 0.4 0.6 0.8 1.0

20-29 Fraction in Bag

age (calibrated on FairFace)

Largest gains where the
bag is far from the
calibration prior
RAF-DB race: 0.65 =
0.69 avg. accuracy, up
to +0.2 on skewed bags
Gains on nearly all
datasets and attributes
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B BETTER PROFILING THROUGH QUANTIFICATION

Which method, when?

Labeled sample of the target External calibration set

Platt + EMQ best by far depends on how close it is to the target
KDEy without calibration By attribute

never the best, always second: a safe binary gender: small consistent gains; age
default (but slower) and race: larger gains

Better Demographic Profiling of Datasets through Quantification, ECAF 2026 poster

44



e & & o & & O
> o o o o O O 0 00 OO O OO OO0
s ¢ o o 00 000000000000 OS
* o o o 0 & 0 0 0 0 O OO OO OO OSSO
s o o0 0600000 0000000000
» o o & 5 & 0 5 0 0 0 0 00O OOO
* ¢ e o 9 0 0 000 OO OO OO OOOO
P o e o 0 0 0 0 0 0 0O OO 00 OO0
e o o o & 5 & 0 % 5 0 0O OO OO
P s e ¢ & & © 0 & 0 0 0 5 0 O OO
* ¢ ¢ & o 5 o 0 0 o 0 0O OO OO
P e ¢+ o o o & 0 & O O O OO OO OO
« s & & & & & & 0 & 5 0 00 OO OO
v o s+ ¢ o 0o 6 0 00 0 000 O OO OGO
* + & + o O & O 0 & 5 0 OO 0O OO OO .
» 8 e+ 6 o o & & & & & O 0 0 O O OO OO
* * s s ¢ ¢ 0 6 o 00 0 00O OO OO OO 9.0
v e 2 & & ¢ & O & O & 5 5 0 O O 0 OO OO o000 ()
e e o 2 o ¢ * & & & 0 O O 5 0 OO OO OO 0 000000
t s 2 & 8 & 6 & & & & 0 O 0 0O 0 OO O .......
+ e 2 e & & 6 0 & 5 & O & S O OO OO OO ¢ 0 00000
t s+ e e s s 4 0 0 8 & O O O O O 0 OO OO OOOOOOOOOS
+ 4+ + s s s 6 06 O & 5 6 0 0 0 0 00O OO OSSO0 OSOOOS
c + s s s s 0 0 060 00 0 00000600000 0000000
© s s+ e e 2 s o 0 o 0 0 00 0000 00 O 0 00000
c + s s+ s s 5 o o 6 6 & 6 6 0 O O OO O OO~ O OOOOOO
-.oooloo......................
t s+ s+ s s s 8 * ¢ & 0 O O O O O O O O O OO =-OOOOOSOOS
.4'cooon......................
c s s+ s+ s+ s 2 s & 8 O & 5 O & O 0 OO0 OO OO OOOGCOS
s s e s & & & + o & & © o " O " O O OO LSOO @
s+ s+ 2 s 8 & & o+ © © T O O & S O 0O OO O OO
c .« + 4+ s+ s 8 s e & 6 06 06 5 0 00 00 O OPOOGO (J
L+ s s s s e 8 e e ¢ 6 o 6 0 O O O OO OO =000 O0 ()
. c s s+ + e s 8 ® & o & O T O O O S O 0 4 O OO OO OO
...oooo.....................
t s s s s s 2 8 e & ¢ & o & O O O S O O b DO OO OO
© i s s + s e 8 s s o o 0 ® ° O O O OO - 0O OO OO OO
s e s s+ s s+ e+ e 3 s 0 o O O ® O O O O O O OO OO OO
s+ & s+ 4 s @2 & & &6 & 0 5 5 O O O OL O OO OO NP
¢ s s s s e 4 & % & 0 @ o % 5 O O 5 0 0P OO S OOO
<+ s s+ + 4 s 2 ¢ & ° B O @ O O O PO OO OO
c < s+ s s 02 s s e 0o 6 6 & 0 6 O O O OO OO OO
© ¢+ s s s+ s s s e ® e+ o 0 ® 6 O O 00 OO SO OO
. « s s+ + s & e 4+ e ° o " O O O & P O O O OO OO
s s+ s s+ s s+ 2 &8 8 e+ 0 O O & O O = O OO 0O O
.+ s+ 4 s+ s 2 s o e & & © 0 5 O & O O OO OO OO
¢t + s s e e 8 & 8 & © & © © O O - O OO O O OO
.+« +« « 4+ 2 s+ 2 s = o ® ® 8 O O O 60O O O O OO
< - s+ 4+ s+ a2 e s e e & & 8 O " - 0 0 O 0 O OO
c s s s+ o s s & * + 6 & 0 O 0 0 O O OO O OO
c -+« + 4 s+ s s 8 o e ® O " Y G O O O O OO
« + s+ s+ s+ s+ 8 s 8 & & O & L & O S S " P O
s s e s s e e 8 ® = & ® © 0 O O O O O OO0
« + s a2+ 2 e 8 e+ 0 @ © © ® = O O O O O "
e s 4 s+ & 4 s & ® & & 6 = 8 0 0 0 O
“ 4+ s s+ s s s s * o O & & O O 0 O 6 OO
¢+« s+ 4+ s+ e @ 8 & o & © & O ® O O O OO
s s e 4+ & + 8 2 e @ O © & O O O O O O
“« s s e e / @ & & o © & & & O 0 OO
+ + s s + e s &4 8 @ & & & © © ° O O O O
. e e e s 5 = o ¢ ° * o O O & O
c + s+ + & 8 8 ® & & ¢ & & & & & SO
+ s e . e & &+ o © © © & & & O O
« + s+ s % 8 e 8 = o ° © & @ O O O
o - . b s & & 8 © & e @ * & O O
< s s s s & & » & & & O © & " O O
¢ e e e« & 8 & = ¢ o * 9 ° ® O
o c s+ 4+ e+ 4 8 8 ° O 0 O * O O
o 4+ & & 8 ® & & & O © @
ce e e + e+ & € & 4 & © & & O O
< s e s & s e 4 & ® & O © © ¥
. + + e 4 e & & o & ® 0 @
¢+ - s s+ s+ e 4 & & & © © ° @

A
.
.
-
-
.
-
[}
[}
L ]
L ]
L J
[ ]

.
.
.
.
L]
*
*
*
[}
[ ]
* &
L]

+ e 8 ¢+ 4+ @8 & @ + © @ 9



B CURRENT FOCUS: LAION-S5SB

Why web-scale datasets?

m Foundation and generative models (Stable Diffusion, DALL-E, FLUX) are trained on web-
scraped image-text data such as LAION-5B [15]

m Billions of pairs, scraped and barely curated
m Instead of auditing the outputs of trained models, we audit the underlying demographic

composition of the data [1¢]

[15] C. Schuhmann et al. LAION-5B: an open large-scale dataset for training next generation image-text models. NeurlPS Datasets and Benchmarks 2022 [16] I. Dominguez-Catena, D.

Paternain, M. Galar. Facial demography analysis of the LAION dataset. EWAF 2025

46



B CURRENT FOCUS: LAION-S5SB

Profiling pipeline at scale

Attributes

Download and . FairFace [3] +
Sample Face detection
DeepFace [17]: age,

verify .
1M URLs (0.02% of | — —> | RetinaFace, =z 48x48 | 5

= der, race - Emo-
LAION-5B) hash-checked ox gender,

against LAION AffectNet [18]:
emotion

Bias analysis
Ducher's Z

1,004,277 464,161 79,902

URLs sampled images downloaded and verified faces (37,331 English - 42,571
' multilingual)

m 2024 re-release, both main components analysed separately: LAION-2B-en and
LAION-2B-multi

m Worst-case margin of error: £0.51% at 95% confidence

[3] K. Kérkkainen, J. Joo. FairFace: face attribute dataset for balanced race, gender, and age for bias measurement and mitigation. WACV 2021 [16] I. Dominguez-Catena, D. Paternain, M.
Galar. Facial demography analysis of the LAION dataset. EWAF 2025 [17] S. Serengil, A. Ozpinar. A benchmark of facial recognition pipelines and co-usability performances of modules. J.

Information Technologies 2024 [18] E. Ryumina et al. In search of a robust facial expressions recognition model: a large-scale visual cross-corpus study. Neurocomputing 2022
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B CURRENT FOCUS: LAION-S5SB

Who is in LAION?

| mmm LAION-2B-en
[ LAION-2B-multi

Proportion

I LAION-2B-en
0.6 1 ™= LAION-2B-multi

Proportion
o
N

G OOOD DD D X e & QO Q@ O DODD DD DX A Sk SO QD
O S oV & ¥ o o0 A 4 S TR NN O S VoV 2 ¥ 2 o0 A & 4 A ORI
SESESENENEE AP v‘°®\o§g’¢§”§ SESESECEICEO AR R S
o ¥ o ¥
O <0
Vq,n\;\b & &

FairFace

Age
strong overrepresentation
of 20-39

DeepFace (same direction, different scale)

Gender

57-61% male (FairFace),
more than 70%
(DeepFace)

Race
White 50-60%, against a
balanced 16 % baseline
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B CURRENT FOCUS: LAION-5SB

Intersectional bias: gender x age

00-02 — o0 = Younger women, older men:

03-09 o011 — women overrepresented below 30
S o oks E— (Z = 0.35 at 20-29), men above 30
G 3039 — . (Z = 0.61at 60-69)
< s ————— = DeepFace shows the same
0 | I Femae mpvpway mn p R pattern, with the threshold at 40
66 04  -62 00 oz 04 06 = Age x race: oldest groups

« Female overrepresented | Male overrepresented -

, ' - underrepresented; White infants
Ducher’s Z, FairFace. Blue: male overrepresented, red: female
overrepresented overrepresented
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CURRENT FOCUS: LAION-5B

Stereotypes in LAION
:
Anger . +0.42
1
1
Disgust I 019
1
c Fear -0.02 I
o |
'© Happiness -0.19 |
£ :
w Neutral I +o.08
1
1
Sadness - +0.04 Female
1
Surprise -0.00 | m— Male
-0.4 -0.2 0.0 0.2 0.4

« Female overrepresented | Male overrepresented -

Ducher’s Z between emotion and gender, FairFace

The "angry man, happy woman”
stereotype is in the data

Anger: Z = 0.42 for men (95% ClI
0.40-0.43). Happiness: Z = 0.19
for women (0.18-0.20)

Weaker age and race effects:
older people linked to negative
emotions

The multilingual component is not
more diverse: a bit more racial and
age diversity, but more gender
disparity
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CURRENT FOCUS: LAION-5B

What comes next

Trace how these biases propagate through generative pipelines (Stable Diffusion, FLUX)
Validate with human annotations: the auxiliary models have their own biases

Extend the audit to other web-scale datasets (COYO-700M, DataComp)

Link to the earlier parts: correct the profiles with quantification, and compare datasets
with DSAP
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B CONCLUSIONS

Conclusions

071 Dataset bias is measurable, even without labels (taxonomy, metrics, DSAP)
02 Different bias types transfer differently; stereotypes matter most

(03 Demographic estimates for auditing can be improved with quantification

Applied to LAION-5B: strong imbalances and an “angry man, happy woman"
stereotype
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Beyond images

Same question, different modality



B BEYOND IMAGES

Large language models reflect the ideolo

m With Ghent University (Buyl, De Bie et al.) [19]

m Asked LLMs to describe thousands of political figures, in
English and Chinese

m ldeological stance differs by language and by the model's
creator

m Same question as before: who and what s in the data?

—_
1111

UNIVERSITEIT
GENT

[19] M. Buyl et al. Large language models reflect the ideology of their creators. npj Artificial Intelligence 2026

y of their creators

Imagi
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Surprise!

Large Language Models Reflect
the Ideology of their Creators
Maarten Buyl'™t, Alexander Rogiers!t, Sander Noels't,

Iris Domingue
Iman Johary!, Alexandru-

Catena®, Edith Heiter', Raphael Romero!,

stian Mara®, Jefrey Lijffijt',

Tijl De Bie!

1Gh

2Public

Post

Large language models (LLMs) are trained on vast amounts of data to
generate natural language,’ enabling them to perform tasks like text sum-
marization? and question answering®. These models have become popular
in artificial intelligence (AT) assistants like ChatGPT* and already play an
influential role in how humans access information®. However, the behavior
of LLMs varies depending on their design, training, and use.®

In this paper, we uncover notable diversity in the ideological stance
exhibited across different LLMs and languages in which they are accessed.
We do this by prompting a diverse panel of popular LLMs to describe
a large number of i and i ities from recent
world history, both in English and in Chinese. By identifying and ana-
lyzing moral assessments reflected in the generated descriptions, we find
consistent normative differences between how the same LLM responds in
Chinese compared to English. Similarly, we identify normative disagree-
ments between Western and non-Western LLMs about prominent actors in
geopolitical conflicts. Furthermore, popularly hypothesized disparities” in
political goals among Western models are reflected in significant normative
differences related to inclusion, social inequality, and political scandals.

Our results show that the ideological stance of an LLM often reflects
the worldview of its creators. This raises important concerns around tech-
nological® and regulatory® efforts with the stated aim of making LLMs
ideologically ‘unbiased’, and it poses risks for political instrumentalization.
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B BEYOND IMAGES

Thank you! Questions?

Thank you!

iris.dominguez@unavarra.es
irisdominguez.es

Universidad Pdblica de Navarra Artificial Intelligence &
Nafarroako Unibertsitate Publikoa Machine Learnin g Research

Website and publications
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Backup - Cross-modal bias reduction

Dominguez-Catena, Paternain, Jurio & Galar. IEEE CAI 2026



B BACKUP - CROSS-MODAL BIAS REDUCTION

Complementary failure modes

FairFace EmoNet
misgenders women showing anger or emotion accuracy depends on gender
fear [3] [13]

m |dea: let each model see the other’s prediction
m “Fairness through awareness” [12]: no explicit fairness constraint

[3] K. Karkkainen, J. Joo. FairFace: face attribute dataset for balanced race, gender, and age for bias measurement and mitigation. WACV 2021 [12] C. Dwork et al. Fairness through awareness.
ITCS 2012 [13] A. Toisoul et al. Estimation of continuous valence and arousal levels from faces in naturalistic conditions. Nature Machine Intelligence 2021
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A tiny correction network

Face image
N
FairFace EmoNet
m Plain cross-entropy on both tasks [14] 2Tk PACINIE
. , N t, 10-d
m Base models (FairFace, EmoNet) are not retrained =
] Correction MLP
m Train on FACES, test on the unseen ADFES 3 dernise layers x 24
N
Gender Emotion
softmax, 2 softmax, 8

[3] K. Karkkainen, J. Joo. FairFace: face attribute dataset for balanced race, gender, and age for bias measurement and mitigation. WACV 2021 [13] A. Toisoul et al. Estimation of continuous
valence and arousal levels from faces in naturalistic conditions. Nature Machine Intelligence 2021 [14] 1. Dominguez-Catena et al. Leveraging cross-modal information to reduce gender bias in
facial analysis systems. IEEE CAl 2026
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Results

Label

Uncorrected Corrected

Uncorrected Corrected

) A
L&é}\ -- = %\\Q‘; - _- -
) 80

o 100.0 = &° 100.0 m& 80 =
: :
& = & i =
q &~ E . =
& 100.0 = & 1000 |8 100.0 =
NG Ly § S -40 0
S " o 1 e - m FACES gender: 95.98 - 97.85 % macro acc., avg
& 20 ~ s

100.0

" 0 0 "
female male female male
Gender Gender

(a) Gender prediction on FACES

Uncorrected Corrected

%‘vb - m

'
female male female - male
Gender Gender
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[14] I. Dominguez-Catena et al.

1 B3 gap 8.0 > 3.7 [14]
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m FACES emotion: 74.6 - 93.9 %

(b) Gender prediction on ADFES

m ADFES (unseen) emotion: 80.7 = 92.9 %, avg gap
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(d) Emotion prediction on ADFES

Leveraging cross-modal information to reduce gender bias in facial analysis systems. IEEE CAl 2026
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Limitations and next steps

m Small lab datasets, binary gender
m Largest gap on ADFES can still grow (few subjects)
m Next: more attributes (age, race), in-the-wild data
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