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o Motivation e Key findings
Modern image datasets like LAION (~5 B images) are too large for e Quantification consistently helps: EM and KDEy improve over both
manual demographic labelling, so we rely on auxiliary demographic Uncal and Cal baselines across nearly all datasets and attributes.
classifiers like FairFace to annotate characteristics such as race, gen- e Calibration alighment matters: EM-Cal excels when the calibration
der, and age. The problem is that classifier accuracy degrades under set resembles the target (Scenarios 2-3). Under poor alignment (Sce-
prior probability shift (when the target population differs from the nario 1), EM amplifies calibration error.
training distribution) so naive aggregate counts inherit the classifier’s e KDEy: robust runner-up. Higher compute cost but seems more ro-
class-conditional error rates and become biased. bust to calibration scenario.
Our goal |S tO COrreCt these biases’ y|e|d|ng reliable demographic pro_ ® WOFkS beyond binary: gaInS Observed fOI’ a” attnbUte COdIﬁcatIOHS

files and per-sample labels for bias auditing in large datasets. G Conclusion & practical recommendations

Methodolo : . . — .
Quantification techniques, originally designed for aggregate preva-

e Start from a fixed, pre-trained demographic model (FairFace). lence estimation, also improve per-sample demographic predictions
e Calibrate posteriors via Platt scaling on a calibration set. from a fixed pre-trained model, enabling more reliable bias audits of

large, unlabeled image datasets.

e Apply quantification (EM or KDEy) to estimate class prevalences 7,
on the target dataset = improved global demographic profiles. -~

e Recalibrate per-sample posteriors [1] = improved per-image demo- Uniabelled dataset
o o 4o and pre-trained demographic model
graphic predictions.

Platt + EM
(EM-Cal)
Calibrate on the labeled subset,

then apply EM and
Bayesian recalibration

Can you label a sample
from the target dataset?

Two quantification methods:

e EM (Expectation-Maximization) [2]: iteratively re-estimates priors
from posterior probabilities. Sensitive to calibration quality. y No

e KDEy [3]: models class-conditional score distributions via kernel den-
sity estimation. Robust to poor calibration but higher compute cost.

EM-Cal

KDEy
ves | (external calibration)

(uncalibrated) No / unsure

- No calibration step needed. =
e Experlmental SEtup Safest choice, but slower
e 6 face datasets: FairFace, RAF-DB, ADFES, KDEF, FACES, CAFE
e 3 attributes: race (nominal), gender (binary), age (ordinal)
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Do you have an external
labelled dataset that is
demographically similar?

Calibrate Platt scaling
on the external set,
then apply EM

9 Results

Calibration on FairFace Calibration on RAF-DB Calibration on target sample
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